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The Normalized Transformer, or nGPT (Loshchilov et al., 2025) achieves impressive training speedups
and does not require weight decay or learning rate warmup. However, despite having hyperparameters
that explicitly scale with model size, we observe that nGPT does not exhibit learning rate transfer
across model dimension and token horizon. To rectify this, we combine numerical experiments with a
principled use of alignment exponents (Everett et al., 2024) to revisit and modify the uP approach to
hyperparameter transfer (Yang and Hu, 2021). The result is a novel nGPT parameterization we call
vGPT. Through extensive empirical validation, we find vGPT exhibits learning rate transfer across
width, depth, and token horizon.
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1 Introduction

Neural network performance is sensitive to a range of optimization hyperparameters (HPs) including initial-
ization scheme, learning rate, batch size, weight decay, and compute budget. Since direct search for good HPs
at large scale is impractical it is useful in practice to extrapolate from HP sweeps in small models trained on
limited token horizons to performant HPs at much larger scale, using HP transfer techniques. Our goal in
this article is to extend and refine such techniques to the important setting of Normalized Transformers or
nGPT (Loshchilov et al., 2025). These models constrain weight and activation norms by extensive use of
normalization (see section 2). Along with trainable scale parameters that ensure no loss in expressivity, this
removes the need for weight decay and learning rate warmup while achieving impressive performance and
training speedups. Using a mix of principled heuristics and empirical scaling law fits, we propose a novel
parameterization we call vGPT (section 3 and table 1), for transferring HPs across model depth, width, and
token horizon.

Specifically:

e Inspired by the theoretical framework in Everett et al. (2024), we check empirically that weight-activation
alignments in nGPT do not satisfy the hypotheses that underlie typical pP-type parameterizations.
Instead, starting with an empirically supported mid alignment assumption (in which weights and
activations are partially but not completely aligned), we derive and validate (figure 2) a novel prescription
for transferring learning rates when scaling model width. We find that our parametrization transfers
over width somewhat better than uP (figure 7).

e Adopting a heuristic from Bordelon et al. (2024b); Dey et al. (2025) for HP transfer across depth, we
show that ¥GPT allows for transfer over depth and high stability of deep models (figure 3).

e Finally, we find that the optimal learning rate in nGPT scales across token horizon like #tokens™ /3,

consistent with measurements in Bjorck et al. (2025) for un-normalized Transformers.

e As a result, our experiments show that ¥GPT obtains HP transfer across depth, width, and token
horizon, with no loss in performance compared to the original (well-tuned) nGPT baseline (figure 1).
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Figure 1 Different model sizes at fixed aspect ratio niayers = Nheads (i the legend, with the best loss in parentheses)
and “compute-optimal” 20 tokens per parameter. The baseline nGPT does not show learning rate transfer. Our
parametrization vGPT does, and performs no worse or slightly better. The points are averaged over three initialization
seeds and no validation loss EMA is used.

1.1 Related work

Early approaches to scaling the width (hidden dimension) of neural networks identified “lazy” infinite-width
limits in which the network becomes close to its linearization around initialization (Jacot et al., 2018; Arora
et al., 2019; Chizat et al., 2019), and in particular there is no feature learning. It was then discovered
that non-lazy limits exist (Mei et al., 2018; Rotskoff and Vanden-Eijnden, 2018; Sirignano and Spiliopoulos,
2020; Nguyen and Pham, 2023). The Tensor Programs framework (Yang, 2019, 2020; Yang and Littwin,
2021; Yang, 2021) allowed Yang and Hu (2021) to classify large-width limits using a natural class they call
“abc-Parametrizations” and describe a parametrization (stable, non-lazy) with weights updated as much as
possible without blowup, which they called the Maximal Update Parametrization (uP). This limit was studied
with dynamical mean field theory in Bordelon and Pehlevan (2022). A simple theoretical perspective deriving
pP using spectral norms is provided in Yang et al. (2024a). It was empirically observed that hyperparameters
such as the learning rate and initialization variance transfer across width when using pP (Yang et al., 2021;
Lingle, 2025; Vlassis et al., 2025); rigorous theoretical understanding of this phenomenon is a subject of recent
work (Hayou, 2025). Everett et al. (2024) conducted a large-scale empirical evaluation of learning rate transfer
over width, and questioned matrix-vector alignment assumptions in uP leading to another non-equivalent
parametrization that is not only non-trivial but is not worse than yP in practice. Relatedly, Kosson et al.
(2026) argue that such alignment assumptions of yP are incorrect during training, and correct alignment can
be predicted theoretically with high precision if weight decay is used. Blake et al. (2024) combine P with Unit
Scaling (Blake et al., 2023) ensuring that activations, weights and gradients have scale one at initialization.

Large width and depth limits for residual networks were identified using the Tensor Programs framework
in Yang et al. (2024b), using dynamical mean field theory in Bordelon et al. (2024c), with the latter later
extended to Transformers in Bordelon et al. (2024a). In that literature, residual networks have the form

Rt = ht + n;;;fspthfg(he), where Fy is the £th block, and where agepen is the exponent that controls the
magnitude of the contribution from the new block ny " F;(h’) relative to the previous hidden state h*;

it can be shown that absent techniques like Post-LN, agepth has to be between 0.5 and 1 to avoid either
blowup or triviality of the forward pass at large depths. When using parametrizations that admit large width
and depth limits, hyperparameters like the learning rate and initialization variance may or may not transfer
over depth (at small widths as well); there is disagreement about this issue in the literature. Yang et al.
(2024b) argue that aqepth = 1/2 is optimal because it admits “feature diversity”, but is defective if residual
blocks themselves have depth more than 1 (where there is weight matrix multiplication inside of Fy), the
reason being that whenever aqeptn € [1/2, 1), the network becomes linearized in the weights of each layer. In
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Figure 2 Width sweeps with npeads increasing (in the legend, with the best loss in parentheses), head dimension and
Niayers = 12 fixed, 80000 iterations (about 21 B tokens). Baseline nGPT does not show transfer, our parametrization
vGPT shows essentially perfect transfer with no loss of performance.

particular, they do not identify transfer over depth for such realistic block structures. Dey et al. (2025) observe
transfer over depth for agepth = 1 but not 1/2, and argue that it is because aqepth = 1 is the only value
where the network is not linearized in the weights of each layer. Mlodozeniec et al. (2025) observe transfer
for both ageptn € {1/2,1} and study which corrections should be made when changing token horizons and
batch size. In short, transfer over depth for ageptn 7 1 is not a settled issue, whereas transfer for agepth = 1
appears uncontested (although it may lack feature diversity). Concurrent work Ren et al. (2026) applies
uP-like derivations to a different variant of normalized models optimized with Muon (for most parameters),
in particular noticing that Depth-uP is required in their setting.

There are alternative approaches to scaling the model size while finding near-optimal learning rates, such as
viewing the network as consisting of modules and normalizing the updates per-module (Large et al., 2024).

1.2 Organization

The rest of the paper is organized as follows. In order to keep our presentation self-contained, we devote a short
section 2 to defining nGPT and all its hyperparameters. The next section 3 describes our reparametrization
and the motivations behind it, with more detailed proofs and derivations moved to section A. Ablations and
illustrations of transfer across width, depth, and iteration count are provided in section 4.

2 Normalized Transformers: definitions

The Normalized Transformer, or nGPT (Loshchilov et al., 2025) maps an input sequence of one-hot vectors
x, € RV (with n € [1 : SeqLen]) of dimension V (vocabulary size) to a corresponding output sequence of
vectors z, € RV (with n € [1 : SeqLen]) through a series of normalized residual layers. More precisely, like
most Transformers, each input «,, is passed through a trainable linear embedding layer

hl — Einputwn c Rdmodel’ Einput c Rdmodelxv.

n

The hidden state is then transformed through niayers residual blocks that alternate cross-token causal self-
attention

hfj’rll = Norm (Attention,, ({hf, ,S,fgﬁe“)), (1)
hfl+0.5 — Norm (hfl i QA init ail-i-l o) (hf4+rlb _ hfl))’ (2)
QA scale ’



and token-wise MLPs

hf\/ﬂz = Norm(MLP(hfl+o'5))7 )
hfj_l — NOI‘m (hfl+0.5 _|_ Mai}_l (h’f\}_}’b hfl+0.5)>’ (4)
QM scale
where we denote Yy
Norm(y) := —
yll
Nlayers+1

and © is the component-wise product. The final residual state h, passes through a linear unembedding

Sz,init

~ Nlayers
Zn = Sz © Zn S RV’ - Eoutputh e +17 Eoutput € RVdeOdEI' (5)

Sz,scale

We will suppress the dependence of h 4 ., Parn, By, cca, oy on the block number to reduce notational clutter.
The columns of Ei,pye and rows Egyipuy are normalized before! starting each training step.

There are several key distinguishing features of nGPT when compared with a standard pre-LN Transformer:

e Standard RMSNorm(-) or LayerNorm(-) are replaced with Norm(-), which ¢>-normalizes the vector and
has no trainable parameters.

e The normalization is performed at the output of Attention and MLP blocks rather than input, which is
sometimes called residual-post-norm (Liu et al., 2021; OLMo et al., 2025).

e The standard residual connection is replaced in (2) and (4) by a “linear interpolation” function (LERP),
in which trainable vectors a4, ays allow for a learned componentwise rescaling. The components of a4,
oy are constrained to be nonnegative. At initialization, each component of a4 is equal to a fixed global
hyperparameter a4 scale, S0 that the value of Moz A at initialization is equal (in each component) to

OéA init

a fixed global hyperparameter a4 ijnit- The ratio — 1 modifies the learning rate of a4. Rescalers aipy

and s, are treated similarly.

In addition to the explicit normalization layers in the residual stream we normalize also the keys and queries
inside the self-attention block. Specifically, the nth token output of an attention head is given by the standard
expression

n T .,

exp dyeyq,, ki,
Head,,({h SeqLen g 4 U,
(= o exp( dkeyq’Tk’ "

m=1

where g, and k,, are normalized query and key vectors calculated using trainable matrices W,, W, €
R%model X diey

RY 5 g, = QRot, (Wlhy), q) = o @ bty (6)
HqWH Sqk,scale
and .
R%<s > K, = KRoty (Whhn), Kk, = —m @ Sakinit o (7)
”ka Sqk,scale

Here QRot,,(-) and KRot,,(-) denote rotary positional embedding (Su et al., 2023) maps, whereas the value
vectors are calculated using the trainable matrix W,, € R%mode1 Xdiey

Ry 5 v, = W/ h,,. (8)

The meaning of s4, Sqk,init; and Sqk scale 1S analogous to @4, 4 scale; 4 init discussed above. In practice,
there are npeaqs different attention heads with separate (W,, Wy, W, sg1). The outputs of all heads (each

'n Loshchilov et al. (2025), they are normalized after each step. This difference has no practical relevance.



in R%ev) are concatenated (yielding a vector in R™headsdey) and then a trainable linear transformation
Wo € RémodetXnneadsdiey transfers the resulting vector back to Rmeder:
L
Head (! ({Rn )i
Attention,, ({R, }2°9") = Wo : : (9)
Headglnheads) ({hm}SeqLen)

m=1

€R™heads Tkey

Columns of W((Zj ), W,(Cj ),ng ) for each head J € [1: Mheadas] and of W are all normalized before starting each
training step.

Finally, given a vector h,, € R%medel the MLP block computes
MLP(hn) = WoMLP (SILU(V) O] u),
where SiLU(v) = v © o(v) with o(+) the standard sigmoid (applied componentwise) and

Su,init Syinit ;1/2
u=W,h,® &su c RdMLP, v=W,h,® &dm/odelslj c RMLe

Su,scale Sy ,scale

The additional drln/f 401 factor (explained in detail in Appendix A.1 of Loshchilov et al. (2025)) is introduced to
benefit better from the shape of SiLU (since the hidden state has a smaller scale than regular Transformers with
RMSNorm(-)). The rows of W,, € R&LeXdmodet W, € RIMLP Xdmodel and columns of W ypp € R¥moder X dure
are normalized before starting each training step. The meaning of (Sy,init; Su,scale, Su)s (Svinits S scale, Sv) 1S

analogous to (A scale; @A init, @4 ) discussed above.

3 Reparametrization for transfer over width, depth and token horizon

In this section we summarize our proposed vGPT parameterization for learning rate transfer across width,
depth, and token horizon. We begin in section 3.1 with a high-level summary of our parameterization. We
then provide in section 3.2 a detailed discussion of the heuristics that lead to the depth and width transfer
prescriptions in ¥GPT. Finally, we discuss in section 3.3 transfer across token horizon.

3.1 Summary of the changes

Let us fix some base number of iterations, depth (number of layers) and width (model dimension). These will
be constant throughout, and we define

iter. count width depth
Mywidth ™= ———————, M :
width base Wldthv depth

m = —_
data base depth

base iter. count’

for the data, width, and depth multipliers of the target model that we wish to train. Our ¥GPT parameteri-
zation (table 1) asks the following:

4 N

1. Multiply the global learning rate by mgaltf.

2. Multiply further the learning rate of embedding weights ninput by m;ild/ti.

3. Multiply the learning rate npjqqen for weights matrices in MLP and Attention blocks and the learning

rate Noutput for unembedding weights by m;?d/ti.

4. Optionally, multiply Ninput, Moutput by additional constant factors tuned on the base model.

—1/2

5. Do not scale a4 scales QM scales Sqk,scales Sz,scale: take them to be constant 0.03 rather than d_ /.,

as in original nGPT.

6. Scale a4 init and ops init With depth: put them at 0.05 mgelpth rather than 0.05 as in original nGPT.
\_ J




1P extensions

Hyperparameter nGPT VGPT (ours)
“Depth-uP” “CompleteP”
—-1/3
TIbase nglobal nglobal nglobal "7g10bal7ndat/a
Ui2nput arbitrary arbitrary arbitrary arbitrary
Thinput Tbase Tbase TIbase Tbase
Jﬁidden arbitrary arbitrary arbitrary arbitrary
—-1/2
TIhidden TIbase Thase m’dep/th Tbase TIbase
O A init 0.05 0.05m, /" 0.05m7),  0.05my)
A scale a2 0.03 0.03 0.03
QM init 0.05 0.05 mielp/tfl 0.05 mgelpth 0.05 "]’Jelprl\
UM scale a2 0.03 0.03 0.03
Sqk,init 1 1 1 1
Sqk,scale a2 0.03 0.03 0.03
Su,init = Sy, init 1 1 1 1
Su,scale = Sv scale 1 1 1 1
1/2
Sz,init } ) 1 1 mw/idth
82 scale d;wéel 0.03 0.03 0.03
O utput arbitrary arbitrary arbitrary arbitrary
Tloutput Tbase Tbase TIbase Tbase

Table1 Our re-parametrization of nGPT (defined in section 2). Section 3.1 contains the text version of this table and
defines data mgata, and depth maepen ratios. Other notations: 7uase is the learning rate used by the
optimizer, Ninput is the learning rate of Einpus weights (afnput their initialization variance), Noutput of Eoutput Weights
(02uput their initialization variance), Mhiaden of all linear layers in Transformer blocks (0pjqqen their initialization

variance).

The initialization of embeddings, unembeddings and hidden weights is Gaussian with variances a?nput, agutput
and 02,40, respectively. It is not important what the actual values of these variances are because the
corresponding matrices are normalized before starting each optimization step (including the first one), which

is why we write “arbitrary” for their values in the table.

3.2 Width and depth corrections

In this section we provide theoretically grounded heuristics for transferring learning rates across width and
depth. As in prior work Yang and Hu (2021) and Dey et al. (2025) we proceed by formulating two intuitive
desiderata constraining initialization and learning rates as functions of depth and width, meant to give a
simplified picture of what a correct parametrization must look like. We then give heuristic computations that
explain how these desiderata can be fulfilled, leading to the vGPT prescription described above. Detailed
estimation of scales of initial values and updates inside each block are deferred to section A.1.

Notation. For any vector or matrix in the network P(t), we denote by P its value P(0) at initialization and
by AP(t) or just AP its change from initialization P(¢) — P(0). In this section, the number of optimization
steps t is assumed to not exceed a universal constant (we relax this in section 3.3). For quantities a and b
depending on width and depth, we write a = O(b), or a < b, or b = Q(a) to mean that the ratio a/b “does not
explode” (does not grow unbounded at growing width and depth). The notation a = ©(b) and a < b both
mean that simultaneously ¢ < b and a 2 b.



HP Transfer Desiderata. Our first desideratum for HP transfer is borrowed from Yang and Hu (2021) and
asks that all residual layer preactivations are order-1.

Desideratum 1 (Stability at initialization). We call a parametrization stable atinitialization if no preactivations
blow up or become trivial, and the logits do not blow up”: ||k | = ©(1) for each ¢ € [1 : L] and ||z, || = O(1).

Desideratum 1 is essentially automatic for nGPT because of the Norm(-) operations in the forward pass and
normalization of matrices at each step.

For our second desideratum we again follow ideas from Yang and Hu (2021) and seek parameterizations in
which preactivations change order-1 from each step of training, independent of depth and width.

Desideratum 2 (Stable non-trivial feature learning). We say that a parametrization achieves stable non-trivial
feature learning if the logits and all preactivations evolve non-trivially without blowing up: ||Ah! || = ©(1) and
|Az,|| = ©(1), and the learning rates Ninput, Mhidden, Noutput have the largest scales possible without breaking
this constraint.

It is a robust empirical observation that desiderata such as the ones above lead to learning rate transfer, even
though it is not completely clear why (Dey et al., 2025; Yang and Hu, 2021; Everett et al., 2024). We present
a simple if tedious calculation in section A.1 for why desideratum 2 holds in our ¥GPT parameterization
at growing model width and fixed depth. While we defer the full details to the appendix, we focus here
on illustrating the main ideas, especially the somewhat unusual mv;?d/ti scaling of the hidden layer and
unembedding learning rates.

Summary derivations of width corrections We start with recalling the important notion of alignment exponents
introduced in Everett et al. (2024).

Definition 3.1 (Alignment exponents). Define aoutput, Woutput; Voutput € [0, 1] to be such that

HAEoutputhH — JQoutput |AEoutputHF ”hH

VvV model WV dmodel  Vdmodel
Eoutput ALY wouiput [ Eoutputl|r [ AR
VvV — el Vi odel Vdmodel
||AEoutputAhH — Poutrut ||AEoutputHF HAhH

\/‘7 model \/Vdmodel \/dmodel .

Additionally, define thidden, Whidden, Vhidden € [0,1] to be such that

IAWAI o JAWI: ]
Vdout " Vdout din Vdin
IWARL _ s Wl B0
Vidout " Vdout din Vi’
[AWAR| [AW]r [[AR|

Vb
~ d.hxdden

Vous i dus din i
for any hidden weight W € RoutXdin

Although we suppress this from the notation, alignment exponents in principle depend on step number, token
position, layer number.

The actual dynamics of the alignment exponents in large nGPT models is complicated and will be explored in
section 4.3. Unsurprisingly, some of them change during training. However, in order for the theory to be
tractable, we assume them to take fixed values. We postpone further discussion of this, and for now just list
the recommended values. It is observed decisively that whidden = Woutput = 1/2 (see figure 5). Further, we
introduce the following definition for clarity.

21t is a technicality of the uP initialization that logits converge to zero at initialization, though they evolve non-trivially, thus
becoming ©(1) during training. We do not recommend pP as our primary choice, but we do not have reason to exclude it.



Definition 3.2 (Full, no, mid alignment). We introduce the following assumptions:
¢ no alignment assumption: max{Qnidden, Vhidden} = Max{Woutput, Voutput} = 1/2,
e full alignment assumption: max{nidden;, Yhidden} = MaxX{Qoutput; Youtput} = 1,
¢ mid alignment assumption: max{hidden; Vhidden} = Max{Qoutput, Voutput} = 3/4-

Our parametrization in table 1 assumes mid alignment because it achieves perfect transfer over width and
is consistent with measurements (section 4.3). Moreover, we make predictions for HP transfer in Adam by
studying signGD. Our motivation is that the Adam update for a scalar weight component w takes the form

1— t —
17ﬂ?j-1 7=0 i Tg(T)

1— T = ’
Vi T B () e

wt+1)=wt)—n

where g the corresponding gradient component, 7 the corresponding learning rate, ¢ the time step, S, 82, €
the Adam’s hyperparameters. This can be viewed as a smoothed version of the signGD update

w(t+1)=w(t) —n w(t) — nsign g(t).

In particular, we assume “signGD-like” scaling of updates:
w(t+1) —w(t) <.

For small enough updates (which will be the case in our derivations), the renormalization of matrices at each
step does not influence this scale.

The following derivations, designed to avoid violating desideratum 2, motivate the choice of width corrections.

e What should we do to make the embedding update contribute non-trivially without blowup, that is, for
|AE;nputy || to have scale ©(1)? Since x,, is one-hot, AEi,put®s, is a column of AEi,py¢, so this norm
has scale v/dmode1input because Adam updates have signGD-like scaling (with each component almost

-1/2 —1/2

/ S
model’ width correction in

+inpus). This is why we need 7input to be proportional to d justifying the m
77input~

e What should we do to ensure ||A(Wh,,)| have scale ©(1) for some hidden weight matrix W € Rout*din
inside one of the Transformer blocks, where dout < din < dmodel? Using the definition of apiqden, We

have

M = Ohidden AW[r [k xdamdden—l/Q’f}h'dd
\/m model dmodel m model 1ddens

where the last equivalence is true because the quadratic mean of AW components ||[AW/| r/dmodel
scales like Mhiqden (Adam updates have signGD-like scaling). Similarly,

M = (J“@hidden WHF M = (171/2

where in the last equivalence we used whigden = 1/2, the fact that rows of W are of norm 1 and assumed
that the movement of the previous hidden state matches itself in scale, that is, ||Ah,| =< |[|h,| =< 1.
Finally,

JAWAR _ yoss1/2,
\/m = Aodel Thidden

by similar arguments. Combining, we obtain the maximal hidden learning rate nnigden =< d

dl_ni{él, justifying the m;?d/ti (mid alignment) correction in nniqden-

model

— max{hidden, hidden } __



e What should we do if we want to ensure [|A(Equiputhn)|| < [|EoutputPnl|? The alignment exponent at
initialization is always 1/2 by independence:

||Eoutputhn|| X m”Eoutput”F ||hn|| _ ||EoutputHF _ d—1/2 )
\/V \/dmodclv \/dmodcl Vv dmodclv model

Next, similarly to the above, we have

||AE0utputhnH — (Conteut ||hn|| _ Qoutput—1/2 .
/V = Opodel Toutput /7d Tl — Up0del Tloutput
mode
”EoutputAhnH — jWoutput HEoutput”F ||Ahn|| - dwoutput_1/2 ”Eoutput”F — gWoutput—1,
\/‘7 " model \/Vdmodel \/dmodel 7 Tmodel \/m " Tmodel '

||AE0utputAhn” < grontput HAhnH _ dVoutputfl/Q
\/‘7 ~ “model 'foutput — “model Tloutput -

dmodel

— max{output:Youtput }

model , justifying the width correction

Recalling that woutpus = 1/2, we should set output S @

3/4 a1 .
Myide, (Mid alignment) in Noutput-

Depth corrections The preceding discussion concerned HP transfer across width in nGPT. Let us also briefly
discuss how to scale learning rates and parameterization with growing depth. It is common in the literature
to consider a residual network like

Rt = hn! + n,
where Fy is the ¢th block, and aqepth is the depth alpha. The updates

adepch}-e(hl)7 (10)

ayers

AR = AR+ ny S8t AT ()

layers
accumulate over Nayers layers, SO one can require

7adepthA-7:‘Z(h[) g 1

n
layers
4 Nlayers

to prevent updates from blowing up (desideratum 2). If AF;(h*) X Nnidden Which is typically the case for
Adam because of signGD-like scaling, this means we may need to introduce a depth correction into the hidden
learning rate: )

TThidden = nlosgitsh_ ) (11)
unless agepth = 1 (in which case no such correction is required). The Depth-pP (Yang et al., 2024b) style
parametrization sets agepth = 1/2 (and therefore Mhigden =< n;d}l,éi) based on additional desiderata such as
feature diversity, whereas CompleteP (Dey et al., 2025) sets aqepth = 1 based on a different additional
desideratum (“complete” feature learning: hidden layers and model output are not near-linear in any of the
model parameters).

The Normalized Transformer differs significantly from (10), so we conduct our own theoretical analysis in
section A.2. We find that for a simple network closer to nGPT, the safe hidden learning rate is also given
by (11). To keep things simple, we just introduce a correction mgelpth into a4 init and aps init, which roughly
corresponds to agepth = 1 (at least at initialization). Interestingly, our ablations in section 4 show that,
(a) baseline nGPT already shows decent transfer over depth (perhaps because a4 and aps are trainable and
initialized with a small enough value, which means njayers needs to be extremely large for depth corrections to

matter), (b) the hidden learning rate should not be changed even if a m(;elp/jl correction in aa iniy and a s init
is used instead. Explaining this phenomenon theoretically can be an interesting future direction.

3.3 Token horizon corrections

In section 3.2, the number of steps was bounded. In practice, however, the token horizon is typically scaled
along with the model size; hence, we need to account for the growing number of steps. It is a robust finding in
recent literature that the optimal learning rates decrease as the token horizon increases at a fixed batch size



(Everett et al., 2024; Bjorck et al., 2025; Mlodozeniec et al., 2025). There is no well-known and well-tested
theoretical framework predicting the correct scaling. The work Mlodozeniec et al. (2025) uses an SDE
perspective from Malladi et al. (2022) to derive the data correction m(;alt/j. Shulgin et al. (2026) also predict

this data correction via a different theoretical method. However, we find that the exponent 1/2 is too large.

Instead, we base our choice mg;tf on empirical results from Bjorck et al. (2025) (cf. § = 0.32 there) and our
own independent power law fits (section 4.6). The exponent 1/3 is also concurrently confirmed in Ren et al.

(2026) in a very different setting.

4 Experiments

We train nGPT as defined in section 2 with cross-entropy loss on the FineWeb-Edu dataset (Penedo et al.,
2024) with sequence length 4096, fixed batch size 64. We use the OLMo 2 (OLMo et al., 2025) tokenizer® with
vocabulary size 100 352. The “fixed iteration count” experiments all use 80 000 steps, or 4096 x 64 x 80 000 ~ 21B
tokens. We use our own implementation of nGPT in our fork of TorchTitan (Liang et al., 2025). The “20
tokens per parameter”’ experiments all use the token count which is 20 times the number of non-embedding
parameters®. This is heuristically treated as the compute-optimal number of tokens in the literature (Dey
et al., 2025; Wen et al., 2025), although Hoffmann et al. (2022) include embedding parameters when fitting
power laws (see also Pearce and Song (2024) on this topic). We use Adam (AdamW with weight decay 0.0)
with 31 = 0.9, B2 = 0.95, ¢ = 10716 (following Dey et al. (2025)), no warm-up, the learning rate decayed to
10% of its peak (initial) value using a cosine schedule. Our base depth and width are 10. Unless averaging
over seeds, we use validation loss EMA with 5 = 0.95.

4.1 Growing nneaqs at a fixed iteration count

We first fix the head dimension at® 102 and scale the number of heads, fixing the number of blocks (depth) at
Nlayers = 12. As the number of heads grows from 8 to 40, the total number of parameters grows from 0.26 B
to 3.22 B. The baseline nGPT implementation without our reparametrization does not show transfer of the
learning rate over width (figure 2a). In the same setting, our parametrization shows good transfer over the
number of heads (figure 2b).

[Width corrections (powers of Mmyiqtn) are important for width transfer in vGPT. ]

4.2 Growing nj.yers at a fixed iteration count

In this set of sweeps, we fix the head dimension (at the same value 102 as above) and the number of heads at
12 (so that dmodel = 1224), and scale the number of blocks (depth) niayers. As We vary niayers from 8 to 128,
the number of parameters in the model grows from 0.39B to 2.55B.

Interestingly, baseline nGPT already shows decent transfer over depth at a fixed iteration count (figure 3a),
although models with the highest depth become somewhat unstable. Therefore, the minimal depth corrections
in section 3, although theoretically well-motivated, may not be necessary. In addition, we observe that the
average a4 and ayy components (over all components and all blocks) at the end of training decrease at power
laws in depth close to nfag'c‘is (see figure 10 for precise formulas), which suggests that among cgeptn € {0,1/2,1}
(defined in section 3.2), the trained baseline Normalized Transformer prefers agepth = 1/2 on average (it
should be noted that the variance across components and blocks is very high, as seen from error bars).

We also verify that our parametrization gives good transfer over depth in figure 3b.

Both baseline nGPT and our reparametrization show good learning rate transfer over depth. Our
parametrization shows lower learning rate sensitivity at large depths.

Shttps://huggingface.co/allenai/ OLMo-2-0425-1B
4or, more specifically, the number of steps corresponding to this token count and rounded up to a multiple of 250
5102 = [1024/10], where 10 is the base depth and width
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16(2.703) —e— 64 (2.532) 128 (2.465) 16 (2.696) —e— 64 (2.523) 128 (2.462)
—— 24 (2.64) —e— 24(2.636)
(a) nGPT (baseline) (b) vGPT (ours)

Figure 3 Depth sweeps with niayers increasing (in the legend, with the best loss in parentheses), head dimension and
Nheads = 12 fixed, 80000 iterations (about 21 B tokens). Both baseline nGPT and our CompleteP-inspired (Dey et al.,
2025) parametrization show decent transfer, with ours winning slightly in stability and performance.

4.3 Alignment exponents

We show in section A.1 (sketch in section 3.2) that if we assume fixed values for alignment exponents
(definition 3.1), then the maximal stable learning rates should scale as

nhiddcn = dr;;i)l({ahiddenyyhidden}, noutput S d;l::iz’l‘{aoutpuh’/output}.
Recall the “full alignment” regime where max{anidden; Vhidden} = max{Qoutput, Youtput} = 1 and the “no
alignment” regime where max{anhidden, Vhidden } = Max{Qoutputs Youtput } = 1/2. We measure the alignment
exponents in a representative run of ¥GPT with njayers = Theads = 12 (see section B.2 for a different size)
and see that neither of these two regimes perfectly match observation. Figure 4 shows that all « and v vary

significantly during training, with anidden; Vhidden @0d Qoutput, Voutput Much higher during a short period at
the beginning than at the end (where they settle close to 0.5-0.6).

We find that the exact middle of these two regimes gives essentially perfect transfer over width:

max{ahiddem Vhidden} = max{aoutput7 Voutput} = 3/4,

and we make this choice that in our final recommendation. This setting is close to observed average alignment
exponents if we weight them by the loss decrease (figure 5). This naturally gives more weight to the beginning
of training. Although this is not obviously the right weighting, it is reasonable because loss decrease may
parametrize the importance of updates, and it is consistent with the P methodology which is focused on the
first one or two steps.

In addition, the plots reported here show definitively that the correct value of whidden and Woutput is one half:
Whidden = Woutput = 1/2
This confirms the point made theoretically in Everett et al. (2024) that the assumption woutput = 1 (uniquely

motivating uP) is too conservative.

4.4 vGPT gives better transfer over width than ;P

We ablate our carefully tuned alignment exponents by comparing with standard pP-style width corrections
from prior literature. Figure 7 shows that vGPT gives somewhat better transfer over width. We do not
interpret this as falsifying uP (it still gives decent transfer) but rather making some corrections in the
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Figure 4 Alignment exponents (definition 3.1) of vGPT with niayers = Theads = 12 on a fixed validation batch, averaged

over layers.
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(a) Alignment exponent «

(b) Alignment exponent w
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Figure 5 Alignment exponents (definition 3.1) of ¥GPT with niayers = Theadss = 12 on a fixed validation batch,
averaged over layers, viewed as a function of loss decrease. The mid alignment assumption (definition 3.2) matches the
observations well.

theory. In particular, we confirm the point made in Everett et al. (2024) that uP is by no means the unique
maximal update parametrization achieving feature learning and giving learning rate transfer (in particular,
our parametrization is somewhat different from any parametrization in prior work).

Measuring the alignment exponents leads to corrections into the uP-type theory, providing somewhat
better learning rate transfer over width at a fixed token horizon.

The correct value woutpus = 1/2 instead of wougpur = 1 allows the logits to be order-1 both at initialization and
during training, rather than of order 1/v/dmodel at initialization as in puP. An ablation of the logits scaling
specifically (with other choices fixed) is provided in section B.5.

4.5 Depth-yP style correction in 7,igqen Would break transfer over depth

We observe in figure 8 that a depth correction in 7piqgen motivated by (11) with agepsn = 1/2, as done in
Depth-uP, does not show transfer over depth: the learning rate strongly drifts to the right suggesting that
Thidden Should not be changed. This is likely an artifact of the architecture: a4, s are trainable and we
only control their (small) initial values and learning rate. This finding does not confirm or refute (Dey et al.,
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Figure 6 Alignment exponents (definition 3.1) of ¥GPT with niayers = Nheads = 12 on a fixed validation batch vs. layer
index, averaged over steps.
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in table 1) (b) vGPT (ours)

Figure 7 The number of heads is swept as in figure 2. For nGPT with uP-style width corrections (“CompleteP” in
table 1) the learning rate slightly drifts to the right. Our parametrization provides essentially perfect transfer of the
learning rate over width. The multipliers for (9input; Toutput) are tuned for both parametrizations separately.

2025) that “Depth-uP” style aqepth = 1/2 is incorrect but it does suggest that depth transfer in normalized
models (with or without trainable convex combinations) is a fruitful subject of theoretical research.

4.6 Token count correction

We train a fixed vGPT model (Niayers = Mheads = 12) with token count corrections removed and fit a
power law describing how the optimal learning rate decreases with the number of iterations. We see that it
decreases roughly as (iter. count)™'/3 (figure 9). This matches Bjorck et al. (2025) who used non-normalized
architectures (cf. 8 = 0.32 there). An additional sweep with different model sizes is provided in section B.3.

-1/3

It is a robust finding that the learning rate decreases proportionally to (iter. count) , calling for an

. . . -1/3 .
iteration count correction mdat/a (as in table 1).
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transfer over depth.

correction to Nhidden like in Depth-uP would break

3.05 4 Optimal LR vs Number of iterations | n* «T-0:34
3.00 1 \\‘\0_'—’—/ .\ -- fitn” «T03¢
~
\\
2.95 A N
\\
1073 ~ ~
2 2.90 = L@
o [ \\
c © _a ~
S 2851 2 9x10 AN
© o AN
2 £ ~
< 2.80 1 £ ‘@
> * s 8x1074 S
9 N
~
2.75 A * < N
g —4 N
2701 g 7x10 e o o
S ° )
\\
2.65 A N
— T ‘11 T T T U T T T 6 x 10-* \\\
2- 2-
Nbase () .s,
—e— 25000 (2.982) 100000 (2.719) —e— 175000 (2.677) T
50000 (2.791) —e— 125000 (2.714) 200000 (2.677) 105
75000 (2.749) 150000 (2.686) —e— 225000 (2.656) Number of iterations T

Figure 9 A sweep of a fixed vGPT model with different number of iterations (in the legend, with the best loss in
parentheses) but without token count corrections: optimal peak learning rate decreases at about (iter. count)fl/ 3.

5 Concluding remarks

We have obtained a parametrization vGPT of the Normalized Transformer that shows good transfer of
the learning rate over model width, depth and token count as well as their combinations, at no loss of
performance. An important feature of the normalized setting is that it is more controlled, reducing the
number of assumptions (such as matrix norms) that are to be taken on faith. For example, the models
achieve impressive performance without using weight decay, which is a confounder for HP transfer theory
(e.g. Kosson et al. (2026)). We have further made significant effort to stay empirically grounded, e.g. by
measuring weight-activation alignment exponents, avoiding uP-type assumptions commonly used in the
literature, and questioning somewhat imprecise token count power laws theoretically predicted in recent
works. This motivates a few theoretical future directions, such as a more complete understanding of depthwise
transfer in normalized models, the dynamic understanding of weight decay when it is, in fact, used, explaining
analytically the breakdown of the pP assumptions in toy models, and predicting the ~ 1/3 exponent in the
token count corrections.
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Appendix

A Proofs and derivations

A.1 Width scaling

In this section, we will show that the width corrections described in section 3.1 satisfy desiderata 1 and 2
in the setting of fixed depth. Specifically, in lemma A.3 we show that the first hidden state b} = Eiput@,
is initialized stably and evolves stably and non-trivially. In lemma A.6, we show that if this was true of
the hidden state before an attention block, it is also true of the hidden state after this block, and so on.
Then, since depth 7jayers is fixed and the number of iterations is bounded, by induction, we can conclude that
desiderata 1 and 2 are satisfied during the whole training.

Notation We ask the reader to recall the notation from section 3.2. In this section, depth is considered
fixed but the number of heads can vary (and we think of it as large). We will sometimes use N = dpodel t0
declutter notations. We will follow Everett et al. (2024) in using non-standard O(-) and similar notation:
specifically, ay < by or ay = O(by) means |ay/by| is allowed to grow sub-polynomially, that is, almost
surely limsupy_, . logy|an/bn| < 0, whereas ay =< by or ay = O(by) means ay < by and by < ay. Note
that this definition requires care because properties that more standard O(-) notation has can be false. For

example, it is false that Zszl O(1) = O(N) (a counter-example is ag\];) =k for k € Z~y).

Alignment Recall the definition of alignment exponents given in definition 3.1.

We make the following classical (Everett et al., 2024) simple assumption that is definitively consistent with
observation (as shown in section 4.3):

Assumption A.1. Assume whidden = 1/2 (no alignment).

Requiring additionally woyepus = 1 corresponds to classical pP, but woutput = 1/2 is consistent with observation
(section 4.3) and allows for non-equivalent maximal-update parametrizations that achieve feature learning at
high widths (Everett et al., 2024).

Sqk,init

Learning rate of “rescalers” Recall that trainable “rescalers” such as Sqk have two hyperparameters

Sqk,scale

Sqk,init a0d Sg scale- Since each component of sy, is initialized with sk scale, €ach component of

Sqk,init
—Lmeg o at
Sqk,scale 4
initialization is sqk init. Thus, the hyperparameter sy ini¢ controls the initialization value, whereas sgx scale
controls the learning rate. So, for certainty, we will leave the learning rate of the raw s4 vector unmodified
(equal t0 Mbage). In other words, Asyy; = ©(1) for each coordinate i. We do not lose generality, because if we

needed the learning rate of ;‘:“%sqk to scale with width or depth, we would modify sg scale-
ahscale

Assumption A.2. At each step t = O(1) we have

Aqu’i(t) = ASu’i(t) = ASV’i(t) = Asz’i(t) = AO[A’Z‘(t) = AO&M’i(t) = 1.

We now proceed with proving that neither block of ¥GPT breaks the stability and non-triviality requirements.

Lemma A.3 (Input). Suppose assumption A.1 holds, and ninput < d:n})élil' Then, for one-hot x,,, the vector
hl(t) :== Einput(t)z,, satisfies |[hL|| = O(1) and ||ARL| = ©(1).
Proof. Since @, is one-hot, hj, is a column of Eiypyut, so it is normalized: ||hL| = 1. Next, Ah) is a column

of AEinput. Therefore,
HAh}zH x"’]input\/mx 1. O

The next lemma deals with the stability of forward pass and updates in the MLP block.
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Lemma A.4 (MLP). Suppose assumptions A.1 and A.2 hold, the hyperparameters sy, init Su,scales Sv,inits

Sy,scale are posmve constants, and Npidden S dm(r,r;i);{ah’dde“’”“dde“}. In addition, suppose ||Ah,(t)|| < 1. Then

the components® of MLP(h,,) (at time 0) and AMLP(h,,)(t) are both @(d71/2 ).

model

Proof. The scale of W h,, at initialization (no alignment) is given by

Wohal _ —— [[Waullr hal 1/2
-~ dmodel - dmodel’
dMLP \/dMLPdmodel \/dmodel

whereas the movement is

A(W,h,) = AW, h, + W, ,Ah,, + AW Ah,,,

and
M o~ JOmidden [l — (Ohidden—1/2

dMLP model 'Jhidden —F—— \/m ~ Wodel Thhidden;
by Whidden = 1/2 (and uSing HAhﬂ” = 1)

Wy Ah,| [Wullr [|Ah,| 1/2
————— =< Vdmodel = dmodel’
dyvrp VdnmLpdmodel Vdmodel

and
AW, Ah,||

dyp

N1AR, ||

dmodel

= thldden 1/2

\/ V] 1 en
ds modol Thidden-

model 'Thidden

Since Mnidden < d maX{O““dde“’”h‘dde“}, we see that the scales of components of Wy h,, and A(W,h,,) stay

~ “model

@(d71/2 ) during training.

model

The movement of u is given by

Au; = AWk )i~ b (Wahp)i—2i8 As,  + AW k)2t A,

Su,scale Su,scale Su,scale

Since at initialization s, ; = sy scale, the first term is of scale d_ the second and third are

Su,init —1/2 - _1/2
of Scale Su,scale dmodel - dmodel

1$u init =< d

mode rnodel7

By the same logic as above, the scales of components of W, h,, and A(W h,,) stay ©(d model) during training.
The update of v is given by

Al/i :A(lehn)z Sp,init dlln/fdelsuz (VV-th)Z Sy, init 1/2 ASVZ-FA(W h ) Sy, init 1/2 ASVZ,

model model
Sv,scale Sv,scale Sy ,scale

and the scale of each term is O(1).

We see that components of v and hence SiLU(v) are ©(1), so the components of SiLU(v) ® u are @(d;cl)éil)
along with their updates during training.

Proceeding with the same logic (and the same alignment assumptions), we see that the components of
MLP(h,,) along with their updates stay ©(d model) during training. O

1/2

Remark A.5. For baseline nGPT, the same calculation shows that components of u are ©(d_ |

) at initial-
ization, components of Awu are @(max{dmo delMelobal, Ao del}) during training, whereas ;“ 2 As, i move at

scale Nglobal. This means that the movement of SS“ f As, ; becomes negligible at large Wldth The same can
be said about =t Ag,, ;.

Sv,scale

The next lemma checks the scaling inside attention blocks.

We assume implicitly that components of general vectors are of the same scale. (They in fact become i.i.d. random variables
in the infinite-width limit, see e. g. Yang and Hu (2021)).
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Lemma A.6 (Attention). Suppose assumptions A.1 and A.2 hold, the hyperparameters Sy init; Sqk,scale &€

positive constants, and Nhidden < dmg;i’;{a’“d"e“’V’“'dde”} In addition, suppose ||Ahy(t)|| < 1. Assume that dyey

oy =< ﬁ;’:‘l’ holds. Then the components of q!, (at time 0)

%), where ¢/, is given by equation (6); the components of k!, and A/, (t) are
~1/2 )

model/”’

is large enough so that the approxunamon At
and Agq,,(t) are both o(d. !
both ©(d, _1/ ), where k., is given by equation (7); the components of v,, and Awv,,(t) are both ©(d

key

where v, is gjven by equation (8). Further, the quantity \/deyq) k., is ©(1) at initialization, whereas its
movement \/dyey A (q’Tk’ ) is O(y/dkey). Finally, if dyey is constant, the components of the attention output
Attention, ({Ry, }5°95™) (given by equation (9)) and of their movements AAttention, ({hn, }>*%")(t) are
both ©(d,_ /2.

model

Remark. In uP Yang et al. (2021), the multiplier of key-query scalar product is changed because of alignment

between keys and queries during training. Here, such alignment would correspond to A(g) k},) = ©(1). If

dyey Were not constant, we would need to remove the multiplier |/diey in attention to prevent blowup.

Proof. For simplicity, we ignore rotary embedding maps here because they do not change the relevant scales.
The scale of a query vector at initialization (no alignment) is

bl _ s Wale il _ o
= dmo del = dmo el*
vV dkey \/dkey model \/dmodel del

The movement at time ¢ is given by

Agn, = AW, hy, + W] Ah,, + AW] Ah,,,
and by the definition of apigden

HAW}I—h’”H - ahldden,rlh ad ”h"”
— 1 en -
vV dkey model \% dmodel

by Whidden = 1/2 (and using ||Ah,|| < 1)

W3 AR, || A\ Ah,,
Woahal _ g— Wallr  [IARall _ 2

vV dkey \/dkeydmodel \/dmodel

by the definition of vhjqden (again using [|Ah,| < 1)

_ iOthidden—1/2 .
dmodel Thidden;

IAWS Ak, | 1A oy
I "0 < e i den | = didien " Dhidden-
vV dkey dmodel
Since Nhidden < ;:Zi?f{ahidd”"”“dd“}, we see that the scales of components of g, and Agq,, are @(d;iéil)
during training.
The update of g, is given by
N g s P
Aq;” _ (A qn,i ) gk,init Sqk.i + qni qk,init Asqkz <A qni > qk,init Aqu,i, (12)
’ HQnH Sqk,scale ||qn|| Sqk,scale ||qn|| Sqk,scale
where A
1/2 172 ,—1/2 Qn,i _ ,—1/2
Aq" i = dmodel’ ”q”H - dkeydmodel = - dkey
llqnll
and
An,i _ ;-1/2
gl
Then, using A% 1T ” ﬁg’ ii» we see that each of the three terms in equation (12) is ©(d kcly/z).
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The claims about k], and v,, are proven similarly.

At initialization, g/, and k], are unaligned, so that

m
lanllllFml _ 1

V dkey vV dkey .

During training, they may become aligned, and the upper bound |A(q;T k:;n)‘ < 1 follows from the Cauchy-
Schwarz inequality.

‘ /Tkm| -

We conclude that, if diey is constant, the components of each head’s output and their movements are @(d;l})(/iil).

Hence, the components of Attentlonn({hm}seqLen) and AAttention,, ({h, }2°45") () are both @(d;iézel) by
the same argument as in lemma A .4. O

The next lemma deals with the LERP after Attention or MLP blocks.

Lemma A.7 (LERP; learning rates of a4 and o). Suppose assumptions A.1 and A.2 hold and the
1/2

model- Then each component

hyperparameter a4 scale iS a positive constant. In addition, suppose Aha p i(t) < d,,

of O(:“i‘t A ©hy, (at initialization) and its movement at time t are both of scale O (w4, ,mtdmoéel)

. (03
Proof. The scale of each component in a:&

by

The update is given

ay O hyg, at initialization is ag mltdmoéel

QA init QA init QA init
———Aa AzhAnz“i’i A?,AhAnz“i’iA AzAhAnz
QA scale QA scale QA scale

where
Ahppi=d 2 hani=d 2

model? model”

Assuming a4; < a4 scale, We have

QLA init QA init 1/2
———Aag,ihan: < ———d qaDaa,i,
QA scale QA scale
QA init 1/2
047 ,zAhA nyi —~ Q4 mltdmodel’

A,scale
QA init QA init —-1/2

—— A« AzAhAnz = dmodelAaAﬂ" O

QA scale QA scale

For logits scaling, there are two possible choices. If we assume wouepus = 1/2 (Everett et al., 2024), it is possible

for logits to be the same scale at initialization as during training, although this requires s jnit =< drln/fdel. On

the other hand, in classical 4P parametrizations, the logits scale as 1/v/dmodel at initialization but move ©(1).

Lemma A.8 (Same scaling of logits at initialization and during training). Suppose assumptions A.1 and A.2

max{outputVoutput } . ..
hold, woutput = 1/2, Noutput S @oder 0 P 85 inie X dmodd, and S scale IS @ positive constant. Suppose

further ||Ah,(t)|| < 1. Then each component of zp, (at initialization) and Az, (t) are both of scale ©(1),
where z,, is defined by equation (5).

Proof. The scale of 2, € RV at initialization (no alignment) is given by

IZnH /7||E0utput“F [l [ Boutputllr _ ,-1/2
Zn N = mo el - d . 13
\/dmodelv \/dmodel \/dmodelv model ( )

The update of 2, is given by
An = A]5)0utputhn + EoutputAhn + A]E)outputAhwr
The scale of the first perturbation term is

AE h h ~1/2
ISR Bl i s~ = ™ s (14)
mode
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of the second perturbation term (no alignment wouiput = 1/2 and ||Ah,, || < 1)

|Eouti>/u‘t7Ahn|| m”EoutDutHF ||Ah || ||Eoutput||F :d_1/2.

VVmodel Vadmodel V' Vdmodel model’
and of the third perturbation term (using ||Ah,|| < 1)

||AEOUtPUtAhn|| dVoutput ||Ahn|| dVout:put 1/2
\/‘7 = Opodel Toutput m  “model Tloutput -
mode

Then, each component of both 2, (at initialization) and A2, (t) is of scale d /-, during training.

model

z init

Sz,scale

The update of 2, ® » 1s given by

~ Sz init Sz,init Sz,init Sz,init
A (Zn,i : Sz,i Azn % Sz,i + Zn ) As Sz,i + ——Az Zn zAsz Jie

Sz,scale Sz,scale Sz,scale Sz,scale

V2 0

Each term is of scale s jnitd,, o <

Finally, classical uP leads to logits being negligible at initialization but not during training. Moreover, uP
would be the only possible (stable and nontrivial) choice if we assumed woutpus = 1. Width-wise learning rate
transfer in pP is a robust empirical observation, making it a safe choice.

Lemma A.9 (Logits are smaller at initialization than during training, e.g. classical uP). Suppose assump-
tions A.1 and A.2 hold, Noutput =< din/i;?ax{a"““"”’V"”“””}, Ss,init and S scale are positive constants. Suppose
further ||Ah,(t)|| < 1. Then, with no assumption on weutput, €ach component of z, (at initialization) is

@(d71/2 ) but Az, (t) is of scale ©(1), where z,, is defined by equation (5).

model

Proof. The scale of 2, € RV at initialization (no alignment) is given by

. IIZnH /7||E0utputHF‘ [l [ Eoutputllr _ —1/2
z = m = dm ° (15)
e odel \/dmodelv \/dmodel \/dmodelv odel

The update of 2, is given by
A'én = A:Eoutputhn + EoutputAhn + AEoutputAhwv
The scale of the first perturbation term is

Mvdammn o k]
— ou u
vV model O inodel

of the second perturbation term (using |Ah,|| < 1)

||E0utputAh"H - jWoutput HEoutputHF ||Ahn|| - dwoutpurl/QHEoutput”F — jWoutput—1
\/‘7 model \/Vdmodel \/dmodel model \/m model ’
and of the third perturbation term (||Ah,|| < 1)

||AEOUtPUtAhn|| < dVoutput ||Ahn|| o dVoutput_1/2
\/‘7 ~ @podel Toutput \/m — “model Toutput -

Thus, the (pre-)logits start much smaller than they are updated. From the second forward pass onwards, the
scale of (pre-)logits becomes the (dominant) scale of their updates, that is,

Qoutput —1/2 . (16)

model Toutput

1/2

Zn i = dmodcl

but 277,,2' + AZAnJ = 1.

Sz ,init

The movement of 2,, ©® - s, is given by

scale

~ Sz,init Sz,init Sz,init Sz,init
A(Zn,i : Sz,i Aznz Sz,i +Zn7, : As Sz,i + ——Az nzASzz

Sz,scale Sz,scale Sz,scale Sz,scale

1/2 s ini . 2,ini
The first term is of scale s, nit, the second of scale d_ /2 Szimit and the third of scale Sz.init (always
) model s, gcale Sz,scale

dominating the second term). The fact that s, scale < 1 ensures matching scales of the first and third terms
(ensuring that the movement in s,(t) is not negligible but does not dominate the dynamics). O

20



A.2 Depth scaling

As common in the literature (Yang et al., 2024b; Dey et al., 2025), we consider a simplification of the network
to derive depth corrections.

Definition A.10 (Simple normalized network). The linear normalized network maps a one-hot vector x € RV
to logits z(x;t) € RV as follows:

i) = Emput( )z,

i) = (1 — L™ *)h'(z;t) + L~ “Norm(W*(t)h* (z; t)),
) = Norm(h”l(:v;t)), ¢=1,...,L -1,

) = Boutput(t) " (23 1)

with each matrix Ejppu(t) € RV*V, WEt) e RYN for e [1: L —1], Eoutput(t) € RY*N initialized with
i.i.d. Gaussian components and normalized along the embedding dimension (columns for Ej,py¢, rows for Wt
and Eqyput) before each training step, where a > 0 is the “depth alpha” exponent.

The signGD updates AEj,pqt¢, AW and AE,utput consist of components £0input, ENhidden a31d ENoutput
respectively.

Notation We will treat the width N = di0del and depth L as varying (and think of them as large), whereas
V is a fixed constant dimension. Similarly to section A.1, the notation an,;, < b,z or an,r, = O(bn 1) means
limsupy_, o logylan,r/bn,r| <0 for all L (1), whereas an,, < by, or any,z. = O(by,z) means an,r S by,L
and by Sanr.

First, stability at initialization (desideratum 1) is automatic because the network is normalized. Indeed, since
x is one-hot, Eiyput is a column of Ej,pye, which is normalized before each training step, so ||h!|| = 1. Next,
|Rt|| =1 for ¢ € [2: L] by definition. Finally, at initialization Eoupus is unaligned with kL, so

B2l _ e Bowpuelle 1A% _ [Bouwpuclle _ o o1/2
=l =< 2L < VN = N2 = 0q).
WY VR T A

Next, we deal with desideratum 2. Consider the linearized update

41 omtt on ) )
h " Z Z AW + Z (9E c AEinPUt»ij + O(nhidden + ninput)' (17)
=1 1ij input,ij
Note that
+1 . h€+1 hl+1 .
Z an AW Z; hl+1 5Wl Wt]
héﬂ ahl+1

L AT

= ZZ hl+1 P) Wlhl) h'AWij
h€+1 ahl+1 Lol

- Z OhLT { Wlhl)(AW h )}

ahZJrl ahl+1
- {ahlﬂ HWIRD)

m

Awlhl)} .
k

Lemma A.11. Suppose assumption A.1 holds, L'~2* < N, and the matrix % is unaligned with the vector

3(W’z+,zz AW'R!: specifically,
sl an -1
—1/2
> ( EH OhI+1 > S L
21

hZJrl hl+1

AW'!R!
Oh!I+1 9(W!hl)

Iyl
= AWR Wi

hl+1
1<I<e H

max max < H




Then

N2 max max E On' 8hilHAWlhl < L7NY20pidden-
0 1<i<¢ Ohl+1 a(wlhl) ~ idden
Proof. We start with
ORIt Phlt! (a) ||AWlhl\|
N71/2 - = AWlhl < LfaNfl/gA—
Ohl+1 8(Wlhl)( ) > th+1||HWlth
(b) 3 o AW!R!
< (1+O0(L™) LN 1/2|||W’lhl||”
where (18a) is by
-
HaNom(@ H _ b ’(I_wz)bH _ Lol
da lall l[all all

(19)

for any two (non-zero) vectors a and b, and (18b) is because ||(1 — L™%)a + L~*b|| =1 — O(L~ ) for unit

vectors a and b regardless of their alignment.

Now, consider the matrix

OhLH1 Oht+1 aﬁﬁrl
Oh'  oht+1 Oh!

- gi’zj: ((1 — LT+ LQWWQ
- Wl“H (I— A1 (RN ((1 ) L—aWwf)
Notice that
2
]EH (I— AR <(1 ) L—QWW‘> A i
p 2
< EH ((1 ) L—aaNoggléZZZhé)wf>A )
=EtrAT ((1 ) L—QWWZ)T ((1 ) L_QWW") A

<[A-L7)?+ L1+ O(N )] |All%
(1= L2 4+ L72) (14 O(L~**N 1) | A3

where A is assumed independent of W* and the expectation is over W¥. Also,

1 1
E —E
[P (T= L) 4+ L2 4 2L (1 — L) (h") Norm(W'h?)
1 1

E L
(1 — Lia)Q + L72a 1 —+ 2%(’16)1—1\101'11’1(‘&7@’16)

1 1 1
(I—L2+L2 14+s (I-L°)24L 2 ( ot

E(1 — s+ 2s?
(1_L70¢2+L72a ( s+ 8)

L—Qa 1 I« 2
—a)2 —2« (1 + ( ) 2)
(lfL + L N((l _L*Q)Q +L72a)

1+O(L72*N™h).

2 +L—2a(
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By the Cauchy-Schwarz inequality, we can now infer

1 —a —a
]EW+1||H(I . hé+1(hé+1)T) <(1 I )I+L

ONorm(W*h')

¢
e A

F
<(1+0@**N ) |Alp.

Repeated conditioning leads to the estimate of the expected Frobenius norm of the matrix % for £ and [
arbitrarily distant from each other:

ahé+1

Spr|| < (Lo NTY) VN = 0(VN),

e,

where in the last bound we use that L=2¢N~1 < L~1

Then, using low alignment of g’ﬁfﬁ and 6(8{,“:;111) AW'R! we see that uniformly in [ and ¢,

L= _||AW!h!
N

< = "1
VN W

—E
N\/N

S

(+1 I+1
1IEH Oh ™ Oh " \wip!
VN

1 8hl+1
ORI+ 9(WIRL) H

IZN)
8(Wlhl)AWh'

Lyl
where the last inequality is by equation (18). The scale of % i NpiddenN (recall that apjgden = 1 by

assumption A.1). O

By lemma A.11, the first term in equation (17) is of scale no more than NyiqgentL~*N 1/2, Taking into account
onit!

ij mAEinput,ij is of scale not exceeding Ninput- S0,

that @ is one-hot, it is easy to see similarly that
the maximal stable learning rates are found from

nhiddenLlia-]\[l/2 = N71/27 Ninput = N71/2a

that is,
Thidden = LailN?la ninput = N71/2~
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B Additional experiments

B.1 LERP parameters
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Figure 10 Depth sweep of nGPT (baseline) at a fixed iteration count, power law fit of e and apr components
(averaged over layers and component indices).
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Figure 11 Depth sweep of nGPT with uP-style corrections at a fixed iteration count, power law fit of a4 and ans
components (averaged over layers and component indices).
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Figure 12 Alignment exponents (definition 3.1) of ¥GPT with niayers = 12, Nheads = 28 on a fixed validation batch,
averaged over layers.
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Figure 13 Alignment exponents (definition 3.1) of vGPT with Niayers = 12, Nheads = 28 on a fixed validation batch,
averaged over layers, viewed as a function of loss decrease. The mid alignment assumption (definition 3.2) matches the
observations well.

B.2 Alignment exponents for a wider model

Analogously to section 4.3, we plot in figures 12 to 14 the alignment exponents for a model with njayers = 12
and Npeads = 28.

B.3 Width sweep at 20 tokens per parameter

We train our version of vGPT at 20 tokens per parameter with token count corrections removed, scaling
the number of heads. The power law is again close to (iter. count)_l/ 3 like in the sweep of a fixed model
(figure 15).

B.4 7)output is too large

The performance of each parametrization is quite sensitive to the learning rate applied to unembedding
weights Nouspue. Thus, consistently with Everett et al. (2024), we find that significant improvements can be
obtained by tuning the ratios between Minput, Mhiddens Moutput- Lhis tuning can be done on a small model and
is not resource intensive (though we conduct and report experiments with different sizes). The results of
such tuning, reported in figure 16, suggest that Noutput is too large in our setting, which does not necessarily
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Figure 14 Alignment exponents (definition 3.1) of vGPT with niayers = 12, Ntheads = 28 on a fixed validation batch vs.
layer index, averaged over steps.
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Figure15 A width sweep of vGPT models with different nneads (in the legend) at 20 tokens per parameter but without
token count corrections: optimal peak learning rate also decreases at a law close to (iter. count)fl/ 3, as in figure 9.

impact learning transfer but does hurt performance. Based on this, we propose a small modification (designed
to be as simple as we could make it): multiplying foutput by a tuned coefficient (27! in our case).

B.5 4P ornot P, thatis the question (logits scaling)

In this ablation, we investigate whether ’tis nobler to have logits be @(d;lcl)(/iil) at the beginning of training with
©(1) updates, as done in pP, or if they should be ©(1) both at initialization and during training. Specifically,
we compare the two parametrizations in table 2. Recall that under woutput = 1, #P is the only parametriza-
tion satisfying desiderata 1 and 2 for large-width neural networks; however, our experiments (section 4.3)
decisively show that the correct assumption is woutput = 1/2, allowing for a different parametrization in
which 7output = Mhidden DUt S init Needs to be scaled with width. Although mid alignment (definition 3.2)
better matches measured average alignment exponents and transfers better over width, here we fix the full
alignment assumption as in “CompleteP” to isolate the effect of only changing logits scaling, and refer to
this parametrization vGPT (full align), as opposed to vGPT. The analogue of this parametrization is called
“standard” and “NTK” (not uP) in Everett et al. (2024)7. They observe that such a choice outperforms pP in

"For clarity, the parametrizations they call “standard” and “NTK?” are theoretically (under infinite precision) equivalent, and
both names are unusual with respect to the literature so we avoid them.
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Figure 16 Sweep of optimal ninput (different curves) and Nousput (x-axis) multipliers for vGPT, showing that Noutput is
too large; we multiply it by 2% for performance.

terms of the best validation loss. In figures 17 and 18, we observe that performance essentially matches in our
setting when either not tuning noutput for either parametrization or tuning it separately for both. Hence, we
take no position as to which choice is better but choose to scale logits ©(1) at initialization (same as during
training) because the assumption woutput = 1 leading to pP is inconsistent with experiment, and hence there
is no principled reason to scale differently.
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Figure 17 Aspect ratio sweep of “CompleteP” and vGPT (full align) at 20 tokens per parameter
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with mgata corrections
m  Xdata oy — Qdata
Tbase Nglobal M g 414 Nglobal Mty
g i2nput arbitrary arbitrary
—-1/2 —-1/2
Ninput Tbase! Tl idtnh Tbase M yidih
Tfidden arbitrary arbitrary
TIhidden Thvase’ ! iath Nbase! V011
=1 =1
aA,init 005 ,”d“l)t'h 005 ’”(l(‘pl,h
QA scale 0.03 0.03
-1 1
QM jinit 0.05 772001, 0.05 7724001,
QM scale 0.03 0.03
Sqk,init 1 1
Sqk,scale 0.03 0.03
Su,init = Sy, init 1 1
Su,scale = Sv,scale 1 1
1/2
S2init 1 Meyidth
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